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Professional Products Provide Professional 
Reliability 
 
Before the CBFS SDK on Windows and, later, the Linux FUSE SDK, creating new file systems 
required kernel programming. By writing applications in user space that link against a driver in 
kernel space, developers can virtualize any data source as a file system, such as remote files, 
databases, cloud-based stores, or any data source. 
 
The file system SDK is relied on to provide security, stability, and interoperability. In this white 
paper, we detail the requirements for an enterprise-grade SDK on Windows. 

Summary Comparison 
 

 Callback File System Dokan Dokany 

Status Alive and maintained Dead Forked from Dokan 

Professionally written 
and maintained code 

✓ ✘ ✘ 

Many functional 
sample applications 
for all supported APIs 
and platforms 

✓ ✘ ✘ 

Comprehensive 
documentation 

✓ ✘ ✘ 

Source code 
availability 

✓ ✓ ✓ 

Timely updates and 
compatibility 
improvements 

✓ ✘ ✘ 

Clear roadmap for 
future development 

✓ ✘ ? 

Guaranteed support ✓ ✘ ✘ 

Business 
responsibility 

✓ ✘ ✘ 



Cost of ownership Predictable and 
consistent 

Unpredictable Unpredictable 

 

Professionally written and maintained code 
Callback File System has been developed and maintained without interruptions since 2006. With 
hundreds of clients and millions of deployments, CBFS was tested not just internally, but by 
developers and end-users in all kinds of environments. Any issues, from bugs to interoperability with 
third-party software, are addressed as soon as possible.  

Many functional sample applications for all supported APIs and 
platforms 

● A simple Mapper application, available for all main APIs, which lets you expose a 
directory on the disk as a virtual drive. All requests go to the underlying file system. This 
approach lets you get the overall idea and learn what your code is expected to do in 
each of the events which you need to handle.  

● A Secure MapperAES application, which shows how to protect the data by encrypting 
and decrypting them on-the-fly.  

● A MapperSolFS application, which shows how to use CBFS together with a container for 
the data.  

● A VirtualDisk application, the sample implementation of the virtual disk, where the data 
are stored in memory.  

● An SFTPDisk sample, the simplified version of the  widely popular SFTP Net Drive 
(http://www.sftpnetdrive.com) application. This application exposes remote storages, 
available via the SFTP protocol, as local disks. The sample shows how to expose the 
remote, network-based data locally. 

● A WebDAVDisk application similar to SFTPDisk but using the WebDAV protocol to talk 
to the server.  

Comprehensive documentation  
The consistent and comprehensive documentation covers the APIs themselves and provides a 
higher-level description of major aspects of the use of CBFS and details advanced functions such as 
hard links or cache management.  
There also exists a separate FAQ with common practical questions and answers; the public forum 
contains more low-level documentation, with answers directly from the developers. 
 

http://www.sftpnetdrive.com/


Source code availability  
Open-source software often puts availability of the source code as the unique offering that must 
make the otherwise unsupported products more appealing to users. But with CBFS you can get 
both support and maintenance and the source code. All CBFS licenses come with the source 
code of the user-mode APIs, and optionally you can license the source code of the kernel-mode 
driver as well.  

Timely updates and compatibility improvements  
Over the years, EldoS has released updates to CBFS on a regular basis. This can be reviewed 
easily by checking the clear and concise history of changes available on the website. In particular, 
we often release compatible versions of CBFS before or soon after new Windows releases.  

Clear roadmap for future development  
CBFS 7 is approaching the public beta and we are collecting user feedback and feature requests for 
the future CBFS 8 version.  
 

Guaranteed support  
EldoS has a clear support policy and provides both public (via Forum) and individual (via HelpDesk) 
technical support. We aim to address all customer issues and we do not have a list of “known bugs” 
or “open issues” -- as soon as anything is discovered, it is worked on until the solution is found.  

Business responsibility  
People come into business to build a sustainable company for everyone’s good. People release 
open-source software mostly for fun. Without motivation, the fun evaporates, leaving the users of the 
open-source software without support and a future vision.  

License fee 
For the money you pay, we assist you in development, provide documentation, updates, and 
new versions and ensure the positive experiences of you as a developer and your end users.  
 



Windows Oriented Architecture Means Better 
Technology 
 
CBFS was designed to match the Windows file system architecture in the best possible way. So 
it has the mechanisms to provide the information Windows expects, and to offer features similar 
to the ones of the Windows built-in file systems.  
 
This is different from Dokan’s approach, which was designed after the Linux FUSE subsystem. 
 

Summary comparison 
 

 Callback File 
System 

Dokany 

UNC paths ✓ ✘ 

Hard links ✓ ✘ 

In-memory and on-disk caches ✓ ✘ 

Fine-grain control over user access ✓ ✘ 

Support for short (8.3) filenames ✓ ✘ 

Optional use of file IDs instead of filenames ✓ ✘ 

File system quota support ✓ ✘ 

Handling of reparse points ✓ ✘ 

Handling of custom requests ✓ ✘ 

Fine-grain control over file system representation ✓ ✘ 

Custom disk icons in Explorer ✓ ✘ 

ACL-based security support ✓ ✓ 

Network mounting points ✓ ? 



Plug-n-play mode with device emulation ✓ ? 

 

UNC paths 
UNC paths are the way to “hide” the virtual disk from the user.  
Such mounting points will be visible only when you use their names to call them. This way the 
disks are not listed in Explorer but are accessible from the application code.  
 

Hard links 
Some software, which was designed to work only with NTFS volumes, requires hard link support to 
function properly. Another use of hard links is to provide human-readable “aliases” for files, possibly 
in a different directory than the files actually reside in. This feature can be used to improve user 
experience and implement custom usage scenarios.  

In-memory and on-disk caches 
The choice of a driver for a virtualized file system has important consequences on performance, since 
virtualization is generally slower than native kernel-mode filesystems. CBFS improves performance with 
caching. CBFS has built-in support for in-memory caches for file data and for metadata (file names, 
attributes, and times).  
 
Additionally, if you implement a network-based file system, you might want to store files on the local 
disk at least temporarily. CBFS offers mechanisms for you to implement such local caches more 
easily. When you have the file stored locally, you may tell CBFS to read (and optionally write) file 
system data to this local copy. Doing this will also significantly speed up operations. 

Fine-grain control over file operations 
CBFS offers several layers of control over file system access: 

● Standard ACLs (Access Control Lists) are supported via callbacks (your code needs to 
read, write, and validate security information when Windows requests the corresponding 
operation).  

● You can specify via CBFS methods which processes (based on the process name or 
PID) may or may not access the file system. This kind of check is performed in kernel 
mode, so it is rather fast.  

● Your code may call CBFS methods that return various information (process name and 
ID, security token, etc.) about the process attempting to create or open a file. Having this 
information lets your code decide whether to grant access to the file, on a case-by-case 
basis.  



Support for short (8.3) filenames 
DOS-style, short file names are still used by some legacy applications. If you happen to deal with or 
support such applications, 8.3 name support is vital for your solution.  

Optional use of file IDs instead of filenames 
When your file can have several names (in the case of hard links) or when the file system is DBMS 
backed, files can be identified by their IDs rather than filenames. File IDs are common in Unix file 
systems, and NTFS supports them too. Moreover, support for file IDs is required for some third-party 
software.  

File system quotas 
Quotas define how much information a user might write on the disk, even when the disk itself has 
much more free space. NTFS has been supporting quotas for years and the OS has dedicated 
requests for operating with quotas. CBFS lets your file system emulate NTFS more closely by 
supporting quotas. 

Handling of reparse points  
CBFS 7 will include reparse points, special “links” to external information or mechanisms of providing 
such information. Reparse points are needed for some third-party software.  

Handling of custom file system requests 
File system requests are the way for an application to “talk” to the file system code. If you have 
several applications (one for managing the virtual disk, and another one for doing the job), you might 
need those applications to communicate with the disk management process. And file system 
requests are the way to implement this logic.  
 
 

Fine-grain control over all aspects of file system capabilities and 
representation  
CBFS has many properties that let you specify the desired behavior and representation of the 
file system to the user. For example, you can control the volume label and file system name. Or, 
you might want to restrict the max. file name length, path length, or file size. Also, specifics of 
file system behavior can be tuned-up for better performance and custom application needs.  



Custom disk icons in Explorer 
Explorer lets you specify overlays for disk icons. Such overlays can add to the user experience, 
letting users more easily recognize the disk when they use Explorer. CBFS supports this 
through Desktop.ini files and its own InstallIcon method. 

Network mounting points 
When you mark a file system as being a network one, some applications, including Explorer, 
reduce the number of accesses, thus improving performance. You can also make the mounting 
point (which is usually a drive letter) visible as a shared/network disk on the local system and on 
other computers.  

Plug-n-play mode with device emulation 
Some software, by both Microsoft and other vendors, can work only with “real disks”, which are 
visible in Microsoft Management Console as hardware devices. Having a separate plug-n-play 
device driver to match the expectations of this software is required for the application to serve 
the data to such software.  

Conclusion 
With hundreds of clients and millions of deployments, CBFS is the trusted SDK for virtualized 
Windows file systems. Designed for Windows, CBFS surpasses SDKs based on FUSE -- but, 
CBFS does have a FUSE interface enabling ports to Windows. With a comprehensive 
implementation of the Windows file system, CBFS is the only SDK able to provide 
enterprise-grade solutions, from integrations with legacy applications to new applications 
innovating with nontraditional data sources. 


